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Motivations

Pseudogenes are biologically dead relatives of functional genes in the genome which, now that many full-genome sequences are available, have been well-studied and described. The reasons for studying a pseudogene vary depending on which type of pseudogene one is looking at; duplicated pseudogenes (DP), which arise by duplication and degradation of a full gene, are interesting because of their role in genome evolution and gene selection, and processed pseudogenes (PP), which arise through the reverse transcription of an mRNA back into the genome, are interesting because of their presumably neutral evolution (desirable for creating molecular clocks) and because identifying them is important for avoiding their interference in PCR runs.
However, PPs, once re-integrated into the genome, must also undergo duplication and translocation as a result of large-scale chromosomal rearrangements. Most pseudogene identification pipelines identify from which functional gene a pseudogene was derived, but there is another level of sub-annotation that is being ignored, the level of post-pseudogenization duplication (PPD). Identifying these PPDs will not only further refine our categorization of PPs, but PPDs could bring new information to the field of segmental genome duplication due to the knowledge of when the PP was first inserted into the genome.
A figure from Cortinas and Lessa (2001) succinctly explains the difference in what one should see when looking at either a series of PP events or a PPD event:

[image: image1.jpg]a) pseudogenes

gene
gene
\’%\{V Phylogeny W
t)) pseudogenes
—_———
1 2 3 gene

gene
V\/
\ 7 Phylogeny

W retrocopy @  duplication - substitution




Figure 1 – Comparison between the phylogenetic footprints of (a) multiple PP events or (b) a series of PPD events.

Implementation
By creating a mock phylogenetic tree of processed pseudogenes which all arose from the same parent (in human, there are 193 genes that have over 20 associated PP’s), we should be able to visually and computationally assess the potential for PPD for a given pair of PPs. The process is roughly as follows:

1. Group PPs with their associated functional gene

2. Retrieve DNA sequences for PPs and the parental gene

3. Create a DNA-based multiple alignment and a bootstrapped neighbor-joining tree using ClustalW

4. Calculate a statistic based on the resulting tree that can indicate a possible PPD event
5. Verify positive results by intersecting with Baily et al. (2001)’s analysis of segmental duplication, available as a track in the UCSC genome browser or as a flat file.
Currently, steps 1-4 have been implemented as a set of Perl scripts using the open-source BioPerl toolkit. For step 5, a manual approach was taken as a proof-of-purpose; automating the analysis of the resulting pseudogene trees should be relatively straightforward.
The libraries used for this pipeline are as follows: Perl, Bioperl, Ensembl Perl API, ClustalW, TreeIllustrator (for tree visualizations). See the attached files for more detailed information.

Results
Although the system is capable of running this analysis on whole-genome pseudogene datasets, a few gene-and-PP groups of varying sizes (34, 70, and 240 PPs) were used to validate the approach. While I will avoid a more lengthy discussion on the interpretation and usefulness of this method, I will mention that this may be more convoluted than is necessary; essentially what we are doing by creating a phylogenetic tree and then identifying pairs of PPs that are much closer to each other than to their functional homolog is finding strong reciprocal best matches from within the gene-and-PP group. This can obviously be done without creating an entire pseudogene tree, but the tree gives us a useful context for identifying the anomalous PPD events.
Further work
Clearly, this is just a first investigation into the idea of using information from pseudogenization events to learn more about the genome evolution. Or, if it is more useful, this process could be performed in reverse, using validated genomic duplication events to identify PPDs. Other ideas for extending this work include:

· Include other organisms

· Use similar GC-content of the area surrounding PPs to assist in duplication detection

· Create a more well-founded, statistically- or probalistically-motivated framework for calculating PPD likelihoods
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Figure 2 – Gene tree of ENSP00000230050 with its PPs. Validated PPD events are bracketed.
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Figure 3 – (Left) Gene tree of ENSP00000333504 with its PPs and validated PPD. (Right) Histogram of the computed ratio of (distance to nearest node) / (distance to parent gene node). Note the very anomalous value near zero, which corresponds to the PPD.
